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Abstract

Evolutionary relationships among genes, as revealed by sequence similarity, are used to characterize gene families. Surprisingly, a power-law can reasonably describe the distribution of sizes of a genome’s gene families. Evolutionary models are able to reproduce the size distribution with simulations of a set of genes growing through duplications and modifications. Most conspicuously, positive selection is not included in the models, suggesting perhaps, that neutral forces determine gene family sizes. Here I advocate this notion with comparative genomic analyses and a review of recent research on the evolution of gene duplicates. I show that a power-law also relates the sizes of orthologous gene families across 66 known microbial genomes. Furthermore, singletons (gene families of size = 1) in one genome have orthologs that are themselves power-law distributed in other genomes. The signature of positive selection, however, is revealed in the fact that gene families of size six and more have a more skewed family sizes distribution across other genomes. The general pleiotropy of genes and the notion that gene duplicates may rapidly subfunctionalize support the conception of gene family growth without positive selection. Such a model runs contrary to Susumu Ohno’s famous dictum that only “redundancy created” and suggests a novel view of the evolution of functional novelty. 
Gene Family Sizes (GFS) Distributions
Unveiling the evolutionary processes that have shaped genomes is an efficient path towards their understanding. From such a standpoint, it is clear that the set of genes that comprise a genome is not arbitrary but contains a specific body of relationships. For example, the bacterium E. coli K12 has 3,762 genes which it shares with other sequenced microbes, and these can be clustered based upon sequence similarity into 2,131 families (Tatusov et al. 2003). These sizes however, are not evenly distributed: most of the family clusters are of size one (one gene) while a few have over 30 members (Fig. 1B). As the linear relationship in the log-log plot of Fig 1B shows, the gene family sizes (henceforth, GFS) distribution can be summarized by a power-law relationship of the form,
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. Such a relationship signifies that genomes do not have a ‘typical’ family size. Interestingly, the same relationship has been recognized across all genomes examined thus far (Huynen and van Nimwegen 1998; Karev et al. 2002; Luscombe et al. 2002; Yanai et al. 2000), although larger genomes tend to have larger gene families, as may be expected, and thus a larger power, b. 
GFS distributions showing power-laws are not limited to families within a genome but are found also ‘across’ genomes. Fig. 1A shows a matrix of orthologous genes, where each row corresponds to a discrete gene family and relates its size in the various genomes (columns). The GFS distribution for a given genome corresponds to a histogram of the elements along a column of the matrix (Fig. 1B). Analogously, one can examine the distribution of sizes for a given gene family across the genomes (rows in the matrix). Since this currently amounts to a set of 66 genomes, a meaningful distribution is not possible on the scale of a single gene family. Cumulatively however, such distributions for all 4,873 gene families add up to another power-law distribution (Fig. 1C). Surprisingly, typical sizes for a certain gene family across genomes are also largely non-existent. The significance of this distribution is discussed further below.
The interest in the GFS distributions stems from the ubiquity of power-laws across biological properties (Koonin et al. 2002). In protein-protein interaction networks, the number of interactions per protein is power-law distributed (Jeong et al. 2001; Wagner 2003b). In metabolic pathways, the number of enzymes interacting with a given metabolite and the number of metabolites related to each enzyme are power-law distributed (Jeong et al. 2000; Wagner and Fell 2001). In protein domain networks, where domains are linked if they co-appear in at least one other protein, the number of links per domain is power-law distributed (Apic et al. 2001; Wuchty 2001; Yanai and DeLisi 2002). The occurrence of structural folds in genomes also has a power-law relationship (Qian et al. 2001) as well as the number of genes in a genome of a given function – such as transcription factors – across genomes (van Nimwegen 2003). Is there are a general mechanism common to these observations? Here, we focus on modeling and interpreting the GFS distribution, which may turn out to be applicable to other power-laws.
Modeling for genome evolution 
The most important insight into the composition of genes into gene families is its dynamic nature. It is clear that to model the phenomena one must include a time component by which gene family sizes can change. Gene duplication’s role in this affair is uncontested and generally attributed to Susumu Ohno (Ohno 1970). In the context of a growing network, the Barabasi and Albert model (Barabasi and Albert 1999) has shown that two properties are sufficient to induce scale-free behavior in the degree distribution of a network: 1) evolution of the network instead of immediate conception and 2) preferential attachment of new nodes to popular nodes. The elegance of this model lies in its simplicity. Consider a network beginning with one node and that one by one, new nodes are added, each connecting to an existing node. If each node connects randomly, a scale-free network does not emerge. However, if the odds are shifted in favor of nodes that are already popular – such that the “rich get richer” – a power-law indeed will relate the distribution of connections per nodes. 
The principle of preferential attachment can analogously be employed to model the evolution of gene family sizes by choosing for duplication any gene with equal probability. As an example, consider that a simulation beginning with two genes of different families, say  and . A random choice of  for duplication results in three genes: ,  and ’. In the next round, when selecting a gene for duplication one has a two-thirds chance of selecting a gene from gene family  and one-third of selecting family . The odds have turned in favor of the larger gene family. Thus, when randomly selecting a gene from a growing set, one is essentially invoking the principle of preferential attachment.
The second major issue in modeling GFS distribution is the origin of new gene families. Where do new gene families come from? One opportunity for generating new families is by importing them. Horizontal transfer is a dominant force in microbial genome evolution (Doolittle 1999; Koonin et al. 2001) and two models have modeled this kind of ‘innovation’ (Karev et al. 2002) or ‘flux’ (Qian et al. 2001) to capture this. However, a new family, although horizontally transferred, must have evolved somewhere and a model must allow for this if it is to be general.

An intuitive mechanism for generating new gene families is to evolve them from old families. Such instances are ubiquitously identified in the protein world (see the Interpro database (Mulder et al. 2003)). For example, Type II EGF-like signature domains and EGF-like calcium-binding are two distinct types of protein domains, yet their sequences testify to their strong bond through an EGF-like domain ancestor. Such an origin for gene families can be modeled by specifying a threshold of similarity beyond which a pair of genes are considered members of distinct families. In our own model (Yanai et al. 2000), the time steps correspond to a mutation added to a randomly selected gene. As a simulation proceeds, mutations add up and consequently form novel families. Table 1 summarizes some features of the published models regarding the GFS distribution. In contrast to the universally accepted mechanism of duplication and (almost universally accepted) preferential attachment, the models differ in their mode of innovation. 
What have we learned from the models? Although, the modeling of gene family sizes as a stochastic process of duplications and modification seems at first sight intuitive it actually corresponds to genomic heresy. A gene may spawn off a large family simply because it is lucky in a series of duplications and then by its sheer amount has the odds in its favor to duplicate further. In other words, the model seeks to explain family sizes without invoking positive selection. One may argue that selection is implied (Koonin et al. 2002; Yanai et al. 2000) but this does not seem compatible with the models. If the duplications are non-random but skewed in the form of some probability function of gene duplication other than a uniform distribution, the model’s predictions are drastically altered. 
Is the lack of positive selection in the models indicative of the difficulty involved in modeling it? In other words, are the models not unlike Nasruddin looking for the keys he lost in his house under the lamppost where there is more light. Or perhaps, are neutral forces actually shaping the GFS distribution? 
Comparative Deconstruction of the Gene Family Sizes Distribution
While the GFS power-law distribution within a genome has received substantial attention, fewer research has focused on the lineage specific differences of gene families (Jordan et al. 2001). As shown here in Fig. 1C, a power-law also relates the gene family size of orthologs across genomes. This means that when examining the sizes of a gene family across the genomes, the most probable gene family size is one, although the gene family can grow particularly large in a few genomes. This is a surprising result since gene families are expected to have a characteristic size. However, since the distribution shown in Fig 1C is a cumulative histogram for all families, its resolution is too low to offer conclusive insight into the evolution of gene families.
A better view of the fate of orthologous gene families across other genomes comes from an ‘orthology’ deconstruction of the GFS power-law distribution for a given genome. There are 1,513 singletons (genes of family size = 1) in E. coli K12 that are also found in other known genomes. What is their family size in those other genomes? If one conceives that genes without paralogs are genes with inherently less potential in spawning a gene family, it is expected that the orthologs should also appear as singletons in other genomes. Strikingly the family sizes of these genes are power-law distributed across all genomes (though more noticeably in larger genomes) (Fig. 2). In other words, singletons in one genome may be found as large families in other genomes. Furthermore, the families of largest size is not fixed but varies greatly among the phyla. 

The behavior of E. coli’s genes across phyla correlates with the size of the gene families examined. Fig. 3A shows the deconstruction of the E. coli K12 GFS distribution as reflected by its orthologs in the genome of Nostoc spp PCC 7120. The same distribution is not observed for all of E. coli’s family size although its power-law nature appears coherent until family size four. With increasing gene family size, the slope of the distribution flattens until it becomes nearly uniform at gene family size six and larger. The change in distributions with increasing family size can be unmistakably attributed to selection. That is, larger gene families in E. coli also tend to be of larger family sizes in other genomes because of the inherent properties of the gene to be advantageous as part of a larger family.

The situation appears different for genomes of closely related organisms. Fig. 3B shows the deconstruction of E. coli K12 GNF distribution against another strain, E. coli O157:H7. These distributions differ markedly and can be characterized as normal distributions. Future work could be directed at estimating the strength of natural selection upon duplications from such distributions. 

To summarize, knowing a gene family size in one genome actually tells confers very little predictive power about its size in a distant organism. Collectively, the results suggest a comprehensive model for the GFS distribution. As the simulations summarized in Table 1 suggest, neutral forces may be responsible for the persistence of the shape of the GFS distribution as exemplified by the distribution a genome’s singletons abroad. A smaller fraction of genes actually do depend on the size of the family and these receive special care from positive selection. As the sizes of these genes (family size ≥ 6) tend to be uniformly distributed they might only shift the amplitude of a power-law distribution set by selectively neutral duplications. Thus, overall, neutral duplications may lend the GFS distribution its distinctive shape. 

Pleiotropy → Duplication → Subfunctionalization
The main sticking point of the models is the abstraction from the genes, modeled as anonymous entities. It is difficult to imagine that any gene in the genome can be duplicated and that the duplicate survives with equal probability. After all, survival is conditioned upon the probability of the duplicate finding a new function which presumably should vary greatly among genes. Such a mode of thought descends from Susumu Ohno who postulated that novel functions begins with the genomic redundancy that follows a gene duplication event (Ohno 1970). The duplicated gene, freed from the ‘policing’ of selection, can then evolve freely and either adopt a new function that earns its keep in the genome or degenerate into a pseudogene. However, recently a flurry of research has suggested that Ohno’s model of new-functionalization requires revision with important implications for the GFS model. 
The main incongruity with Ohno’s predictions and reality as reflected by the genome sequences is the fraction of duplications that survive and are maintained in the genome (Hughes 1994; Initiative 2000). Although Ohno’s prediction calls for a vast number of pseudogenized duplications, unaccounted for are a substantial fraction of duplicate survivors. What could explain their survival? A particularly persuasive model has been put forth which may shed light on this. Its starting point is that genes tend to have numerous functions each. This is supported by metabolic networks (Karp et al. 2002), protein-protein interaction networks (Gavin et al. 2002), gene expression data (Ihmels et al. 2002), and transcriptional regulation networks (Pilpel et al. 2001). Consequently, it is conceivable that, following a duplication event, degenerate mutations which normally would be purified by selection, would become accessible in light of the duplicate’s backup (Force et al. 1999). Certain series of such mutations can be envisaged that yield a situation where the duplicates are no longer completely redundant and that both are necessary to carry out the original function (Lynch and Force 2000). In other words, the original gene’s function has been subfunctionalized by the duplicates. 
A simple way to picture subfunctionalization is to imagine a gene’s functional profile encompassing, for example, its context of expression, its protein-protein interactions, the chemical reactions that it aids in catalyzing and so forth (Fig. 4B). A mutation, for instance, in the promoter of a gene may disable its expression under a certain condition for which its transcription has been selected. Such a mutation can still rise to fixation by genetic drift because its duplicate acts as a backup. If an additional mutation disables another condition in the duplicate and rises in frequency to fixation, under the same logic, the two have now become subfunctionalized (Fig. 4A). Thus, a duplicate may avert pseudogenization if the pair manage to subfunctionalize. What is particularly convincing about this model is its complete independence of positive selection – only purifying selection is required to keep the two in survival (Force et al. 1999; Stoltzfus 1999).
The notion of widespread pleiotropy along with the subfunctionalization model enables a simple explanation for the neutral forces that may drive neutral proliferation of gene families. Interestingly, the notion of subfunctionalization leads to a new model for neo-functionalization. Susumu Ohno had envisaged that the main problem involved in evolving a novel function is simultaneously maintaining the old. Genetic redundancy appeared the perfect solution to this conundrum. However, as evidence spills forth that genes are fundamentally pleiotropic, a picture emerges that neo-functionalization may generally occur before duplication (Hughes 1999; Hughes 2002; Piatigorsky 2003) – only later to specialize by subfunctionalization. A schematic of this process is shown in Fig. 5. 
In the past few years, genomics has witnessed the rise of a view which encompasses the force of neutrality, alongside selection and in particular the fine interplay between them (see for example, (Kondrashov et al. 2002; Lynch and Conery 2000; Waterston et al. 2002; Yanai et al. 2004)). There is no question that Motoo Kimura and King & Juke’s neutral mutation theory (Kimura 1968; King and Jukes 1969) now forms an integral way in which genomes are interpreted. The evolution of gene families has been well studied in the field of population genetics (Clark 1994; Nowak et al. 1997; Ohta 2000; Walsh 1995). Here, the GNF distribution was studied and it has been argued that a neutral process plays a dominant role in its shape. Similarly, Wagner has suggested that the global structure of the protein-protein interaction network may be explained by a simple algorithm of duplication and removal of interactions without invoking selection (Wagner 2003b). On the local scale, the effects of natural selection can be detected by the occurrence of network motifs (Conant and Wagner 2003; Milo et al. 2002; Wagner 2003a). However, one may conjecture that a large-scale phenomena like the power-law so pervasive in biology, is the hallmark of neutral forces.

References

Apic, G., Gough, J., and Teichmann, S.A. 2001. Domain combinations in archaeal, eubacterial and eukaryotic proteomes. J Mol Biol 310: 311-325.

Barabasi, A.L. and Albert, R. 1999. Emergence of scaling in random networks. Science 286: 509-512.

Clark, A.G. 1994. Invasion and maintenance of a gene duplication. Proc Natl Acad Sci U S A 91: 2950-2954.

Conant, G.C. and Wagner, A. 2003. Convergent evolution of gene circuits. Nat Genet 34: 264-266.

Dokholyan, N.V., Shakhnovich, B., and Shakhnovich, E.I. 2002. Expanding protein universe and its origin from the biological Big Bang. Proc Natl Acad Sci U S A 99: 14132-14136.

Doolittle, W.F. 1999. Phylogenetic classification and the universal tree. Science 284: 2124-2129.

Force, A., Lynch, M., Pickett, F.B., Amores, A., Yan, Y.L., and Postlethwait, J. 1999. Preservation of duplicate genes by complementary, degenerative mutations. Genetics 151: 1531-1545.

Gavin, A.C., Bosche, M., Krause, R., Grandi, P., Marzioch, M., Bauer, A., Schultz, J., Rick, J.M., Michon, A.M., Cruciat, C.M. et al. 2002. Functional organization of the yeast proteome by systematic analysis of protein complexes. Nature 415: 141-147.

Hughes, A.L. 1994. The evolution of functionally novel proteins after gene duplication. Proc R Soc Lond B Biol Sci 256: 119-124.

Hughes, A.L. 1999. Adaptive evolution of genes and genomes. Oxford University Press, New York.

Hughes, A.L. 2002. Adaptive evolution after gene duplication. Trends Genet 18: 433-434.

Huynen, M.A. and van Nimwegen, E. 1998. The frequency distribution of gene family sizes in complete genomes. Mol Biol Evol 15: 583-589.

Ihmels, J., Friedlander, G., Bergmann, S., Sarig, O., Ziv, Y., and Barkai, N. 2002. Revealing modular organization in the yeast transcriptional network. Nat Genet 31: 370-377.

Initiative, A.G. 2000. Analysis of the genome sequence of the flowering plant Arabidopsis thaliana. Nature 408: 796-815.

Jeong, H., Mason, S.P., Barabasi, A.L., and Oltvai, Z.N. 2001. Lethality and centrality in protein networks. Nature 411: 41-42.

Jeong, H., Tombor, B., Albert, R., Oltvai, Z.N., and Barabasi, A.L. 2000. The large-scale organization of metabolic networks. Nature 407: 651-654.

Jordan, I.K., Makarova, K.S., Spouge, J.L., Wolf, Y.I., and Koonin, E.V. 2001. Lineage-specific gene expansions in bacterial and archaeal genomes. Genome Res 11: 555-565.

Karev, G.P., Wolf, Y.I., Rzhetsky, A.Y., Berezovskaya, F.S., and Koonin, E.V. 2002. Birth and death of protein domains: A simple model of evolution explains power law behavior. BMC Evol Biol 2: 18.

Karp, P.D., Riley, M., Saier, M., Paulsen, I.T., Collado-Vides, J., Paley, S.M., Pellegrini-Toole, A., Bonavides, C., and Gama-Castro, S. 2002. The EcoCyc Database. Nucleic Acids Res 30: 56-58.

Kimura, M. 1968. Evolutionary rate at the molecular level. Nature 217: 624-626.

King, J.L. and Jukes, T.H. 1969. Non-Darwinian evolution. Science 164: 788-798.

Kondrashov, F.A., Rogozin, I.B., Wolf, Y.I., and Koonin, E.V. 2002. Selection in the evolution of gene duplications. Genome Biol 3: RESEARCH0008.

Koonin, E.V., Makarova, K.S., and Aravind, L. 2001. Horizontal gene transfer in prokaryotes: quantification and classification. Annu Rev Microbiol 55: 709-742.

Koonin, E.V., Wolf, Y.I., and Karev, G.P. 2002. The structure of the protein universe and genome evolution. Nature 420: 218-223.

Luscombe, N.M., Qian, J., Zhang, Z., Johnson, T., and Gerstein, M. 2002. The dominance of the population by a selected few: power-law behaviour applies to a wide variety of genomic properties. Genome Biol 3: RESEARCH0040.

Lynch, M. and Conery, J.S. 2000. The evolutionary fate and consequences of duplicate genes. Science 290: 1151-1155.

Lynch, M. and Force, A. 2000. The probability of duplicate gene preservation by subfunctionalization. Genetics 154: 459-473.

Milo, R., Shen-Orr, S., Itzkovitz, S., Kashtan, N., Chklovskii, D., and Alon, U. 2002. Network motifs: simple building blocks of complex networks. Science 298: 824-827.

Mulder, N.J., Apweiler, R., Attwood, T.K., Bairoch, A., Barrell, D., Bateman, A., Binns, D., Biswas, M., Bradley, P., Bork, P. et al. 2003. The InterPro Database, 2003 brings increased coverage and new features. Nucleic Acids Res 31: 315-318.

Nowak, M.A., Boerlijst, M.C., Cooke, J., and Smith, J.M. 1997. Evolution of genetic redundancy. Nature 388: 167-171.

Ohno, S. 1970. Evolution by gene duplication. Springer-Verlag, New York,.

Ohta, T. 2000. Evolution of gene families. Gene 259: 45-52.

Piatigorsky, J. 2003. Crystallin genes: specialization by changes in gene regulation may precede gene duplication. J Struct Funct Genomics 3: 131-137.

Pilpel, Y., Sudarsanam, P., and Church, G.M. 2001. Identifying regulatory networks by combinatorial analysis of promoter elements. Nat Genet 29: 153-159.

Qian, J., Luscombe, N.M., and Gerstein, M. 2001. Protein family and fold occurrence in genomes: power-law behaviour and evolutionary model. J Mol Biol 313: 673-681.

Stoltzfus, A. 1999. On the possibility of constructive neutral evolution. J Mol Evol 49: 169-181.

Tatusov, R.L., Fedorova, N.D., Jackson, J.D., Jacobs, A.R., Kiryutin, B., Koonin, E.V., Krylov, D.M., Mazumder, R., Mekhedov, S.L., Nikolskaya, A.N. et al. 2003. The COG database: an updated version includes eukaryotes. BMC Bioinformatics 4: 41.

Unger, R., Uliel, S., and Havlin, S. 2003. Scaling law in sizes of protein sequence families: from super-families to orphan genes. Proteins 51: 569-576.

van Nimwegen, E. 2003. Scaling laws in the functional content of genomes. Trends Genet 19: 479-484.

Wagner, A. 2003a. Does selection mold molecular networks? Sci STKE 2003: PE41.

Wagner, A. 2003b. How the global structure of protein interaction networks evolves. Proc R Soc Lond B Biol Sci 270: 457-466.

Wagner, A. and Fell, D.A. 2001. The small world inside large metabolic networks. Proc R Soc Lond B Biol Sci 268: 1803-1810.

Walsh, J.B. 1995. How often do duplicated genes evolve new functions? Genetics 139: 421-428.

Waterston, R.H. Lindblad-Toh, K. Birney, E. Rogers, J. Abril, J.F. Agarwal, P. Agarwala, R. Ainscough, R. Alexandersson, M. An, P. et al. 2002. Initial sequencing and comparative analysis of the mouse genome. Nature 420: 520-562.

Wuchty, S. 2001. Scale-free behavior in protein domain networks. Mol Biol Evol 18: 1694-1702.

Yanai, I., Camacho, C.J., and DeLisi, C. 2000. Predictions of gene family distributions in microbial genomes: evolution by gene duplication and modification. Phys Rev Lett 85: 2641-2644.

Yanai, I. and DeLisi, C. 2002. The society of genes: networks of functional links between genes from comparative genomics. Genome Biol 3: research0064.

Yanai, I., Graur, D., and Ophir, R. 2004. Incongruent expression profiles between human and mouse orthologous genes suggest widespread neutral evolution of transcription control. OMICS 8: in press.



Figure Captions
Figure 1. Gene family sizes (GFS) distributions. A) Based upon the COG database (Tatusov et al. 2003), a matrix is constructed where the rows correspond to COGs (Clusters of Orthologous Groups) spread across the represented genomes (columns). Black and white here shows presence or absence, respectively, of a gene family in a particular genome. B) GFS distribution for the E. coli genome (a column of the matrix shown in A). The superimposed fit is of the power -2.27. C) Sum of the GFS histograms constructed for each COG (a row of the matrix shown in A). The superimposed fit is of the power -2.44.

Figure 2. Gene family sizes distribution of orthologs of E. coli K12 singletons in 17 microbial genomes with over 3,000 genes in COGs. Organisms are abbreviated as in COGs: Mac, Methanosarcina acetivorans str.C2A; Sce, Saccharomyces cerevisiae; Nos, Nostoc sp. PCC 7120; Cac, Clostridium acetobutylicum; Bsu, Bacillus subtilis; Bha, Bacillus halodurans; Ecz, Escherichia coli O157:H7 EDL933; Ecs, Escherichia coli O157:H7; Ype, Yersinia pestis; Sty, Salmonella typhimurium LT2; Vch, Vibrio cholerae; Pae, Pseudomonas aeruginosa; Rso, Ralstonia solanacearum; Atu, Agrobacterium tumefaciens strain C58 (Cereon); Sme, Sinorhizobium meliloti; Mlo, Mesorhizobium loti; Ccr, Caulobacter vibrioides.

Figure 3. Orthology deconstruction of the E. coli K12 gene family size distribution. A) Each caption shows the GFS distribution in the bacteria Nostoc spp PCC 7120 genome of the orthologs of E. coli singletons, doublets, triplets, quadruplets, quintuplets, and sextuplets and greater, respectively. B) The same as in A for E. coli strain K12 deconstructed onto strain O157:H7.

Figure 4. Subfunctionalization following gene duplication. A) Gene  undergoes duplication becoming genes  and . B) Functional profiles of genes and where each box represents a possible function (such protein-protein function with protein ), the square is black if the gene carries out the specific function. A series of degenerating mutations can ‘knock-out’ a function until neither gene  or  is redundant and are both required to carry out the function originally carried by . Based upon the model of: (ref).
Figure 5. Alternative paths to neo-functionalization. As in Fig 4, circles represent genes. Solid arrows represent neo-functionalization and dashed lines represent gene duplication. The traditional Ohno model postulated that gene duplication precedes neo-functionalization – the screwdriver function evolves from the hammer function following its duplication. An alternative model attractive in light of the pleiotropy of genes suggests that neo-functionalization occurs in addition to existing functions. These can then subfunctionalize (see Fig. 4) following gene duplication.
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Figure 5.
Table 1

	Modeling genome evolution



	Model
	Expansion
 by duplication
	Innovation
	Preferential Duplication
	Comment

	
	
	Import
	In-house
	
	

	(Huynen and van Nimwegen 1998)
	Yes
	No
	No
	No
	Begins with all gene families, each one copy. Simulation proceeds by a stringent mechanism where gene duplications and deletions behave coherently within a gene family.

	(Yanai et al. 2000)
	Yes
	No
	Yes
	Yes
	Each genome simulation begins with a number of precursor genes of distinct gene families. Duplication rate is proportional to the number of point mutations. Duplicated gene inherits some number of mutations with respect to its ancestor, increasing with time. A new gene family is born when a gene’s similarity with its ancestor is beyond the threshold.

	(Qian et al. 2001)
	Yes
	Yes
	No
	Yes
	Begins with a number of genes each one of a different ‘fold’ (analogous to family). Each time step, a gene is randomly selected for duplication. Every number of time steps a new fold is inserted.

	(Karev et al. 2002)
	Yes
	Yes
	No
	Yes
	Birth, death and innovation model. A formalized version of Qian (Qian et al. 2001).

	(Dokholyan et al. 2002)
	Yes
	No
	Yes
	Yes
	Network approach. Simulation begins with one protein. At each time step a gene is duplicated that is different by a random number from its parent. A link between the child and parent is drawn if their similarity is below the threshold. 

	(Unger et al. 2003)
	Yes
	No
	Yes
	Yes
	Start with a single protein (random sequence of amino acids). Each time point, a random sequence is randomly selected and duplicated with a certain level of mutations. With two thresholds the protein is either deleted, is added to the family or, forms a new family.
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